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Abstract. The Prisoner's Dilemma is a widely employed metaphor for 
problems associated with the evolution and maintenance of cooperative 
behaviour. Here we outline a new approach, in which players - who 
are either pure cooperators or pure defectors - interact with neighbours 
in some spatial array. Such "spatial games" avoid problems associated 
with earlier work based on individual strategies, such as "tit-for-tat", and 
may provide a robust explanation for how various kinds of  collective 
social behaviour is maintained. 

I Introduction 

From Darwin's time to ours, one of the central problems of evolution has been the 
origin and maintenance of cooperative or altruistic behaviour. 

Much attention has been given to the Prisoner's Dilemma (henceforth PD), as a 
metaphor for the problems surrounding the evolution of cooperative behaviour [ 1,2]. 
In its standard form, the PD is a game played by two players, each of whom may 
choose either to cooperate, C, or defect, D, in any one encounter. If both players 
choose C, both get a pay-off of magnitude R; if one defects while the other 
cooperates, D gets the game's biggest pay-off, T, while C gets the smallest, S; if both 
defect, both get P. With T > R > P > S, the paradox is evident. In any one round, 
the strategy D is unbeatable (being better than C whether the opponent chooses C or 
D). But by playing D in a sequence of encounters, both players end up scoring less 
than they would by cooperating (because R > P). Following Axelrod and Hamilton's 
pioneering work [2], many authors have sought to understand which strategies (such 
as "tit-for-tat") do best when the game is played many times between players who 
remember past encounters. These theoretical analyses, computer tournaments, and 
laboratory experiments continue, with the answers depending on the extent to which 
future pay-offs are discounted, on the ensemble of strategies present in the group of 
players, on the degree to which strategies are deterministic or error-prone (e.g. 
imperfect memories of opponents or of past events), and so on [1,3-5]. Fascinating 
though this work is, it is clear that simpler biological entities (self-replicating 
molecules, bacteria, and arguably most non-human animals) which exhibit cooperative 
interactions, cannot obey the restrictions - recognising past players, remembering 
their past actions, and anticipating future encounters whose pay-offs are not 
significantly discounted - which necessarily underpin such strategic analyses. 
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We have recently given a new twist to this discussion, by considering what happens 
when the game is played with close neighbours in some 2-dimensional spatial array: 
"spatial dilemmas". What follows is an outline of the main features of this work. 
Details are presented elsewhere [6-9]. 

We consider only 2 kinds of  players: those who always cooperate, C, and those who 
always defect, D. No attention is given to past or likely future encounters, so no 
memory is required and no complicated strategies arise. These memoryless "players" 
- -  who may be individuals or organised groups - -  are placed on a 2-dimensional, 
nxn square lattice of "patches"; each lattice-site is thus occupied either by a C or a 
D. In each round of our game (or at each time step, or each generation), each patch- 
owner plays the game with its immediate neighbours. The score for each player is the 
sum of the pay-offs in these encounters with neighbours. At the start of  the next 
generation, each lattice-site is occupied by the player with the highest score among 
the previous owner and the immediate neighbours. The rules of  this simple game 
among n 2 players on an nxn lattice are thus completely deterministic. Specifically 
(but preserving the essentials of the PD), we choose the pay-offs of  the PD matrix 
to have the values R = 1, T = b (b > 1), S = P = 0 . That is, mutual cooperators 
each score 1, mutual defectors 0, and D scores b (which exceeds unity) against C 
(who scores 0 in such an encounter). The parameter b, which characterises the 
advantage of defectors against cooperators, is thus the only parameter in the model; 
none of the findings are qualitatively altered if we instead set P = e, with ~ positive 
but significantly below unity (so that T > R > P > S is strictly satisfied). In the 
figures that follow, we assume the boundaries of the nxn matrix are fixed, so that 
players at the boundaries simply have fewer neighbours; the qualitative character of  
our results is unchanged if we instead choose periodic boundary conditions (so that 
the lattice is really a torus). The figures are for the case when the game is played 
with the 8 neighbouring sites (the cells corresponding to the chess king's move), and 
with one's own site (which is reasonable if the players are thought of  as organised 
groups occupying territory). As amplified below, the essential conclusions remain 
true if players interact only with the 4 orthogonal neighbours in square lattices, or 
with 6 neighbours in hexagonal lattices. The results also hold whether or not self- 
interactions are included [7]. Herz has, indeed, demonstrated formal equivalences 
between spatial games with and without self-interaction; these, of  course, involve 
appropriate changes in the parameters T,R,P,S [10]. 

2 Results for the Basic Model 

Using an efficient computer program in which each lattice-site is represented as a 
pixel of  the screen, we have explored the asymptotic behaviour of  the above- 
described system for various values of  b, and with various initial proportions of  C 
and D arranged randomly or regularly on an nxn lattice (n = 20 and up). The 
dynamical behaviour of  the system depends on the parameter b; the discrete nature 
of  the possible pay-off totals means that there will be a series of  discrete transition- 
values of b that lead from one dynamical regime to another. These transition-values 
and the corresponding patterns are described in detail elsewhere [7]. The essentials, 
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of the possible pay-off totals means that there will be a series of discrete transition- 
values o fb  that lead from one dynamical regime to another. These transition-values 
and the corresponding patterns are described in detail elsewhere [7]. The essentials, 
however, can be summarised in broad terms. I f b  > 1.8, a 2x2 or larger cluster of 
D will continue to grow at the comers (although not necessarily along the edges, for 
large squares); for b < 1.8, big D-clusters shrink. Conversely, if b < 2, a 2x2 or 
larger cluster of C will continue to grow; for b > 2, C-clusters do not grow. A 
particularly interesting regime is therefore 2 > b > 1.8, where C-clusters can grow in 
regions of D and also D-clusters can grow in regions of C. As intuition might 
suggest, in this interesting regime we find chaotically varying spatial arrays, in which 
C and D both persist in shifting patterns. Although the detailed patterns change from 
generation to generation - -  as both C-clusters and D-clusters expand, collide, and 
fragment - -  the asymptotic overall fraction of sites occupied by C, fc, fluctuates 
around 0.318 for almost all starting proportions and configurations. 

Figure 1 illustrates a typical asymptotic pattern in this regime 2 > b > 1.8, and shows 
the typical patterns of dynamic chaos found for almost all starting conditions in this 
regime. Figure 3a adds a temporal dimension to Fig 1, showing the proportion of 
sites occupied by C in successive time-steps (starting with 40% D). The asymptotic 
fraction, fc, shown in Figure 3a is found for essentially all starting proportions and 
configurations, for these b-values. 

Figure 2 is perhaps more in the realm of aesthetics than biology. Again 2 > b > 1.8, 
but now we begin (t = 0) with a single D at the centre of a 99x99 lattice of Cs. The 
figure shows the consequent symmetrical pattern 200 time-steps later. Such patterns, 
each of which can be characterised in fractal terms, continue to change from step to 
step, unfolding a remarkable sequence - -  dynamic fractals. The patterns show every 
lace doily, rose window, or Persian carpet you can imagine. 

As Fig 3b shows, the asymptotic fraction of C is as for the chaotic pattern typified 
by Figs 1 and 3a. Many of the dynamic features of the symmetric patterns typified 
by Fig 2 can be understood analytically. In particular, we can make a crude estimate 
of the asymptotic C-fraction, fc, for very large such symmetrical patterns, by referring 
to the geometry of the D-structure. The D-structures are closed-boundary squares in 
generations that are powers of 2, t = 2"; hence fc(t) has minima at generations that 
are powers of 2. These squares now expand at the comers and erode along the sides, 
returning to square shape after another doubling of total generations. On this basis, 
a crude approximation suggests that, i time steps en route from t to 2t, there will be 
roughly 4(2i)(2t+1-2i) C-sites within the D-structure of size (2t+1+2i)2; hence the 
asymptotic C-fraction, fc, for very large such symmetrical patterns is 

I 

fc ~ 4 f s ( 1 - s ) ( 1  +s)2ds = 1 2 1 n 2 - 8 .  (1) 
o 

This approximation, fc ~ 0.318 . . ,  is indicated by the dashed line in Figs 3a and 3b. 
It agrees with the numerical results for the symmetric case, Fig 3b, significantly 
better than we would have expected. Why this approximation also works well for the 
irregular, spatially chaotic patterns, Fig 3a, we do not know [7]. 
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Fig.1. The spatial Prisoner's Dilemma can generate a large variety of qualitatively 
different patterns, depending on the magnitude of the parameter, b, which represents 
the advantage for defectors. Both these figures are for the interesting region when 
2 > b > 1.8. The pictures are coded as follows: black squares represent a cooperator 
(C) that was already a C in the preceding generation; dark grey (the commonest 
square) represents a defector (D) following a D; light grey is a C following a D; and 
the lightest shading shows a D following a C. This simulation is for a 99x99 lattice 
with fixed boundary conditions, and starting with a random configuration with 10% 
D and 90% C. The Figure shows the asymptotic pattern after 200 generations: 
spatial chaos. 
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Fig. 2. Beautiful "fractal kaleidoscopes" ensue if the initial pattem is symmetric 
(the rules preserve such symmetry). Here the simulation is started with a single D 
at the centre of a 99x99 field of C, with fixed boundary conditions. The figure 
shows that pattern 200 generations later. The coding is as for Figure 1 (obviously, 
this and other figures are more beautiful if the coding is in colour [6-9]). 
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Fig .  3. (a) The frequency of cooperators, fc(t), for 300 generations, starting with 
a random initial configuration of fc(0) = 0.6. The simulation is performed on a 
400x400 square lattice with fixed boundary conditions, and each player interacts with 
9 neighbours (including self). The dashed line represents fc = 121n2 - 8 .~ 0.318 (see 
text). (b) The frequency of C within the dynamic fractal generated by a single D 
invading an infinite array of C. At generation t, the width for the growing D- 
structure is 2t + 1, and Figure 4b shows the frequency of  C, fc(t), within the square 
of size (2t + 1) 2 centred on the initial D-site, as a function of t. Again, the dashed 
line represents the approximation discussed in the text. 
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As explained more fully elsewhere [7], results similar to the above are found if  we 
exclude self-interaction, and consider interactions only with the 8 nearest neighbours; 
here the "interesting" region is 5/3 > b > 8/5. The symmetrical patterns analogous 
to Figure 2 are similarly kaleidoscopic, though different. The asymptotic C-fraction, 
fc, is now around 0.299 for both symmetric and random starting conditions. For 
interactions only with the 4 orthogonal neighbours, again the same qualitative regimes 
are found (here the interesting regime is 2 > b > 5/3 if self-interaction is included, 
and 3/2 > b > 4/3 if not). Numerical studies suggest the asymptotic C-fraction, fc, 
is around 0.374. Hexagonal arrays give complex patterns, but show less of the lacy, 
fractal character seen above, unless we weight the pay-offs from self-interactions 
somewhat more heavily than from neighbours (which is biologically plausible). In 
short, the above results seem robust. 

3 Extensions of the Basic Model 

The above-described work on spatial versions of the PD is based on several 
simplifying assumptions. We how indicate how the results can be generalised in 
several ways, using more realistic assumptions (with the original work representing 
a limiting case). First, we generalise the deterministic assumption that a given site 
is "won" by the neighbouring player with the largest total score, to allow for 
"probabilistic winning": the current site-holder or any relevant neighbour may win the 
site, with probabilities that depend to a specified extent on the relative score. Second, 
we go beyond the earlier analyses based on sites arranged as regular lattices, to 
spatially random distributions of sites (the game now being played with neighbours 
within some specified distance). We think these two generalisations are important, 
because real situations are likely to involve probabilistic winning (rather than the 
largest score always triumphing) and irregular arrays (rather than strictly symmetric 
lattices). A third extension is to continuous time (with individual sites "playing the 
game" with neighbours and being updated one by one) in contrast to discrete time 
(with the entire array simultaneously being updated each round). Huberman and 
Glance [11] have analysed this contrast between continuous and discrete time, but 
only for a single value of the "cheating-advantage" parameter; as spelled out below, 
we believe the conclusion drawn from this restricted analysis is misleading as to 
general properties of the system. 

We now outline the results of each of these three generalisations of the basic model, 
and also sketch some other extensions. 

4 Probabilistic Winning 

We now introduce a degree of stochasticity into the contest for ownership of sites or 
cells [8,9]. At any given time, define s~ = 0 if site i is occupied by D, and si -- 1 if 
C. Let Ai denote the pay-off to the occupier of site i, from playing the PD game 
with itself and with the v~ neighbours with which it is defined to interact. Then we 
define Pj, the probability that site j is occupied by a C in the next round, to be 
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The parameter m then characterises the degree of stochasticity in the contest for sites. 
In the limit m --~ 0% we recover the deterministic limit studied earlier: site j will be 
C in the next round if the largest score among the sites {uj} is from a C-owned site, 
and D otherwise. In the opposite limit of m --~ 0, we have random drift: the 
probability that site j will be C or D in the next round depends on the proportions of 
C and D in the current set of neighbours {uj}. For m =1, the probability for site j 
to be C or D is linearly weighted according to the scores of the relevant contestants 
("proportional winning"). 

The results are summarised (with the aid of colour figures) and extensively discussed 
elsewhere [8,9]. For all values of the parameter m, from deterministic winning to 
random drift, we find a clear qualitative pattern: for values of b close to unity, the 
system becomes all C; for relatively large b (approaching 2), the system becomes all 
D; but for a wide range of intermediate b-values, there are persisting polymorphisms 
of C and D. In these polymorphic cases, the proportions of C versus D tend to 
depend on the starting proportions for relatively small b, but for larger b the 
proportions are essentially independent of the initial configuration. Of course, the 
details do depend on the degree to which winning is probabilistic (as measured by m). 
As m decreases from very large values (essentially deterministic winning), D fares 
somewhat better in that b-values which for larger m gave polymorphisms now give 
all D. But as m decreases below unity, moving toward random drift, the band of b- 
values producing polymorphisms again widens. 

5 Spatial Irregularities 

We indicated earlier that the basic results were independent of  whether players 
interact with 8 neighbours or with the 4 orthogonal neighbours in square lattices, or 
with 6 neighbours in hexagonal lattices. But spatial arrays in nature will rarely, if 
ever, have strict symmetry. We have therefore made extensive computer simulations 
of our spatial PD when the individual sites or players are distributed randomly on a 
plane [8]. Players interact with those neighbours which lie within some defined 
radius of interaction, r; this means, inter alia, that different sites can interact with 
different numbers of neighbours. Specifically, we generated the random array by 
starting with a 200x200 square lattice, and then letting some proportion (say, 5%) of 
the cells, chosen at random, be occupied by these players; these "active" cells 
thenceforth defined the random array. The "interaction radius", r, varied from 2 to 
11 (measured in units of the original lattice) in different simulations. 

As discussed in detail in [8], we explored our spatial PD for these irregular arrays, 
for various values of r and b, in the limit of deterministic winning (m --+ ~). As for 
the symmetric lattices, we found persistent polymorphisms of C and D for a range 
of  intermediate b-values, provided r was not too big (conversely, if players interact 
with too many neighbours, the system became all D).The specific limit to r consistent 
with maintaining polymorphism, re, depends on b (eg, for b = 1.6, rc ~ 9), with rc 
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decreasing as b increases. In all cases, the patterns settled to become relatively static, 
and the proportion of C and D tended to depend on the initial configurations to some 
extent, especially for relatively small b. 

6 Continuous Versus Discrete Time 

Our original studies of spatial PDs were for discrete time, in the sense that the total 
pay-offs to each site were evaluated, and then all sites were updated simultaneously 
[6,7]. This corresponds to the common biological situation where an interaction 
phase is followed by a reproductive phase; although the game is usually played with 
individual neighbours in continuous time, at the end of each round of game playing 
the chips are cashed in, and the cashier pays in fitness coinage. Similar things 
happen in many other contexts (host parasitoid interactions, or prey-predator models, 
where dispersal and territory acquisition is followed by raising the young), resulting 
in biological situations in which individual events - -  like challenges for territories, 
eating and being eaten, and so on - -  occur in continuous time, yet the appropriate 
simple model is one with discrete time [12,13]. There are, however, some situations 
where it may be more appropriate to work in continuous time, choosing individual 
sites at random, evaluating all the relevant scores, and updating immediately. 
Huberman and Glance [11], indeed, suggest that "if a computer simulation is to 
mimic a real world system ... it should contain procedures that ensure that the 
updating of the interacting entities is continuous and asynchronous". We strongly 
disagree with this extreme view, believing that discrete time is appropriate for many 
biological situations, and continuous time for others. 

Be this as it may, we have repeated out numerical studies of the PD played on 
symmetric lattices, with both deterministic and probabilistic winning, but now using 
continuous time (sequential updating of individual sites, chosen independently 
randomly) rather than the discrete time (synchronous updating) of the earlier work 
summarised above. As discussed more fully elsewhere, again with the aid of colour 
illustrations [8,9], the patterns which emerge are broadly similar to those found for 
discrete updating: for values of b which are neither too large or too small, C and D 
persist together in varying proportions (depending upon the specific values of the 
parameters b and m). 

There are some differences of detail between the results found for continuous time 
and those for discrete time. For a small range of relatively large b values, continuous 
time leads to all D in circumstances where discrete time gives polymorphisms of C 
and D. In particular, for deterministic winning and b between 1.8 and 2, the result 
is polymorphism for discrete time and all D for continuous time. Huberman and 
Glance [11] consider only this single case, and from it they draw sweeping 
conclusions about the differences between continuous versus discrete time models. 
But when a broad range of values of b and m are explored, the similarities show 
plainly that these conclusions are mistaken [8,9] 
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7 Other Extensions. 

Elsewhere, we have considered several other extensions [8]. One is to 3-dimensional 
arrays, either symmetric or irregular and with deterministic or probabilistic winning; 
the results are similar to the 2-dimensional ones. If some sites may become 
unoccupied ("death"), and remain so if surrounded by sites with low pay-offs, then 
C is easier to maintain. Suppose pay-offs to self-interactions are weighted by a 
parameter a, relative to pay-offs from interactions with neighbours (we have been 
considering a = 1, but we could have a > t or a < 1): polymorphisms can be 
maintained in the absence of self-interaction (a = 0), but only for relatively large 
values of m and for smaller values of b; for m = 1 ("proportional winning"), C 
cannot persist in the absence of self-interaction. A simpler "mean field" analysis is 
possible for models in which sites disperse propagules globally, in proportion to their 
total pay-off; polymorphisms of C and D can now be maintained for all b > 1, with 
the fraction of C being linearly proportional to the self-interaction parameter a. 
These extensions and refinements are discussed more fully in [8]. 

8 Conclusions 

More generally, spatial effects can confound intuition about evolutionary games. 
Thus, for example, it can be seen that equilibria among strategies are no longer 
necessarily characterised by their having equal average pay-offs; a strategy with a 
higher average pay-off can converge toward extinction; and strategies can become 
extinct even though their basic reproductive rate (at very low frequency) is larger 
than unity. This is because the asymptotic equilibrium properties of spatial games are 
determined by "local relative pay-offs" in self-organised spatial structures, and not by 
global averages. Although this paper has focused on the PD, our overall conclusion 
is that interactions with local neighbours in 2- or 3-dimensional spatial arrays can 
promote the coexistence of strategies, in situations where one strategy would exclude 
all others if the interactions occurred randomly and homogeneously. 

In summary, the PD is an interesting metaphor for the fundamental biological 
problem of how cooperative behaviour may evolve and be maintained. Essentially 
all previous studies of the PD are confined to individuals or organised groups who 
can remember past encounters, who have high probabilities of future encounters (with 
little discounting of future pay-offs), and who use these facts to underpin more-or-less 
elaborate strategies of cooperation or defection. The range of real organisms obeying 
these constraints is very limited. In contrast, the spatially-embedded models involve 
no memory and no strategies: the players are pure C or pure D. Deterministic 
interactions with immediate neighbours in 2-dimensional spatial arrays, with success 
(site, territory) going in each generation to the local winner, is sufficient to generate 
astonishingly complex and spatially chaotic patterns in which cooperation and 
defection persist indefinitely. The details of the patterns depend on the magnitude 
of the advantage accruing to defectors (the value of b), but a range of values leads 
to polymorphic patterns, whose nature is almost always independent of the initial 
proportions of C and D. 
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Theses studies suggest that deterministicaUy-generated spatial structure within 
populations may often be crucial for the evolution of cooperation, whether it be 
among molecules, cells, or organisms. Other evolutionary games, such as Hawk- 
Dove [14], which recognise such chaotic or patterned spatial structure may be more 
robust and widely applicable than those that do not. More generally, such self- 
generated and complex spatial structures may be relevant to the dynamics of a wide 
variety of spatially extended systems: Turing models, 2-state Ising models, and 
various models for prebiotic evolution (where it seems increasingly likely that 
chemical reactions took place on surfaces, rather than in solutions). 
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